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(a) RAFT-LC results for Q1.
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(b) RAFT-LC results for Q2.
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(c) RAFT-QMC results for Q2.
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(d) RAFT-QMC results for Q3.
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Fig. 4. (a)-(b) RAFT-LC results for Q1 and Q2; (c)-(d): RAFT-QMC results for Q2 and Q3; (e) RAFT results for all three tasks; (f) RAFT scalability results.

TABLE I
RAFT-RC AND RAFT-QMC RESULTS FOR Q2 (RUNTIME IN SECONDS).

RAFT-RC RAFT-QMC
No worker failures 4601 4390
One worker failure 4699 4691

has to fetch such partitions from backup nodes. Our findings
prove that RAFT-QMC can efficiently recover from worker
failures with less network traffic and, at the same time, can
deal with more than one worker failure.

Since RAFT-RC is limited to a single worker failure and
RAFT-QMC performs better, we only compare RAFT-QMC
with Hadoop for a larger number of worker failures. In
these experiments, we do not consider more than two worker
failures since such situations are not common in practice.
Figure 4(c) shows the runtime results of these experiments
for Q2. We observe that RAFT-QMC outperforms Hadoop
by ∼7% on average. This is because RAFT-QMC makes less
usage of the network by only replicating small query metadata
checkpoint files, instead of important amounts of intermediate
results required by local reducers. Furthermore, RAFT-QMC
recomputes mappers that were completed by failed workers for
reproducing lost local partitions only. This does not occur in
Hadoop, where mappers process their whole input split again.
Figure 4(d) shows the runtime results for Q3. These results
show again that RAFT-QMC outperforms Hadoop for both
one and two worker failures. However, we see that the runtime
difference between RAFT-QMC and Hadoop was decreased
with respect to Q2, because Q3 produces less intermediate
results than Q2. As a result, the reduce phase run faster and
thus a worker failure has less impact in performance.

TABLE II
OVERHEAD OF RAFT ALGORITHMS.

RAFT-LC RAFT-RC RAFT-QMC RAFT
Q1 7.0% 13.7% 3.3% 5.7%
Q2 6.3% 9.5% 4.3% 6.6%
Q3 6.5% 9.8% 4.7% 8.7%

G. RAFT: Putting Everything Together

We demonstrated in previous sections that, on average,
RAFT algorithms significantly outperform Hadoop. We now
evaluate how well they perform together, i.e. we evaluate our
RAFT prototype. For this, we introduce two bad records per
input split and kill only one worker as in Section VII-F.

Figure 4(e) illustrates these results for all three tasks. We
observe that RAFT outperforms Hadoop by 23% on average
for tasks Q2 and Q3, which are common tasks in practice.
Moreover, we observe that RAFT outperforms Hadoop by 10%
for Q1. As explained in Section VII-F, this is because Q1
is highly selective and thus RAFT produces few checkpoints.
One can imagine that the good performance of RAFT is mainly
due to the push model that RAFT uses. The results, however,
prove that this is not the case. We observe that Hadoop+Push
has about the same performance as Hadoop. This clearly
demonstrates the high efficiency of RAFT algorithms.

We then evaluate how well RAFT scales in terms of dataset
size. For fairness reasons — regarding Hadoop —, we ran
these experiments with no failures as Hadoop suffers from
tasks and worker failures. Figure 4(f) shows these scalability
results for Q1 — we do not present results for Q2 nor Q3,
because we did not observe any different behavior from the
results we present here. We observe that RAFT scales as
well as Hadoop, which emphasizes the scalability of RAFT.

RAFT Performance
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(c) RAFT-QMC results for Q2.
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(d) RAFT-QMC results for Q3.
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TABLE I
RAFT-RC AND RAFT-QMC RESULTS FOR Q2 (RUNTIME IN SECONDS).

RAFT-RC RAFT-QMC
No worker failures 4601 4390
One worker failure 4699 4691

has to fetch such partitions from backup nodes. Our findings
prove that RAFT-QMC can efficiently recover from worker
failures with less network traffic and, at the same time, can
deal with more than one worker failure.

Since RAFT-RC is limited to a single worker failure and
RAFT-QMC performs better, we only compare RAFT-QMC
with Hadoop for a larger number of worker failures. In
these experiments, we do not consider more than two worker
failures since such situations are not common in practice.
Figure 4(c) shows the runtime results of these experiments
for Q2. We observe that RAFT-QMC outperforms Hadoop
by ∼7% on average. This is because RAFT-QMC makes less
usage of the network by only replicating small query metadata
checkpoint files, instead of important amounts of intermediate
results required by local reducers. Furthermore, RAFT-QMC
recomputes mappers that were completed by failed workers for
reproducing lost local partitions only. This does not occur in
Hadoop, where mappers process their whole input split again.
Figure 4(d) shows the runtime results for Q3. These results
show again that RAFT-QMC outperforms Hadoop for both
one and two worker failures. However, we see that the runtime
difference between RAFT-QMC and Hadoop was decreased
with respect to Q2, because Q3 produces less intermediate
results than Q2. As a result, the reduce phase run faster and
thus a worker failure has less impact in performance.

TABLE II
OVERHEAD OF RAFT ALGORITHMS.

RAFT-LC RAFT-RC RAFT-QMC RAFT
Q1 7.0% 13.7% 3.3% 5.7%
Q2 6.3% 9.5% 4.3% 6.6%
Q3 6.5% 9.8% 4.7% 8.7%

G. RAFT: Putting Everything Together

We demonstrated in previous sections that, on average,
RAFT algorithms significantly outperform Hadoop. We now
evaluate how well they perform together, i.e. we evaluate our
RAFT prototype. For this, we introduce two bad records per
input split and kill only one worker as in Section VII-F.

Figure 4(e) illustrates these results for all three tasks. We
observe that RAFT outperforms Hadoop by 23% on average
for tasks Q2 and Q3, which are common tasks in practice.
Moreover, we observe that RAFT outperforms Hadoop by 10%
for Q1. As explained in Section VII-F, this is because Q1
is highly selective and thus RAFT produces few checkpoints.
One can imagine that the good performance of RAFT is mainly
due to the push model that RAFT uses. The results, however,
prove that this is not the case. We observe that Hadoop+Push
has about the same performance as Hadoop. This clearly
demonstrates the high efficiency of RAFT algorithms.

We then evaluate how well RAFT scales in terms of dataset
size. For fairness reasons — regarding Hadoop —, we ran
these experiments with no failures as Hadoop suffers from
tasks and worker failures. Figure 4(f) shows these scalability
results for Q1 — we do not present results for Q2 nor Q3,
because we did not observe any different behavior from the
results we present here. We observe that RAFT scales as
well as Hadoop, which emphasizes the scalability of RAFT.
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(a) RAFT-LC results for Q1.
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(b) RAFT-LC results for Q2.
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(c) RAFT-QMC results for Q2.
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(d) RAFT-QMC results for Q3.
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Fig. 4. (a)-(b) RAFT-LC results for Q1 and Q2; (c)-(d): RAFT-QMC results for Q2 and Q3; (e) RAFT results for all three tasks; (f) RAFT scalability results.

TABLE I
RAFT-RC AND RAFT-QMC RESULTS FOR Q2 (RUNTIME IN SECONDS).

RAFT-RC RAFT-QMC
No worker failures 4601 4390
One worker failure 4699 4691

has to fetch such partitions from backup nodes. Our findings
prove that RAFT-QMC can efficiently recover from worker
failures with less network traffic and, at the same time, can
deal with more than one worker failure.

Since RAFT-RC is limited to a single worker failure and
RAFT-QMC performs better, we only compare RAFT-QMC
with Hadoop for a larger number of worker failures. In
these experiments, we do not consider more than two worker
failures since such situations are not common in practice.
Figure 4(c) shows the runtime results of these experiments
for Q2. We observe that RAFT-QMC outperforms Hadoop
by ∼7% on average. This is because RAFT-QMC makes less
usage of the network by only replicating small query metadata
checkpoint files, instead of important amounts of intermediate
results required by local reducers. Furthermore, RAFT-QMC
recomputes mappers that were completed by failed workers for
reproducing lost local partitions only. This does not occur in
Hadoop, where mappers process their whole input split again.
Figure 4(d) shows the runtime results for Q3. These results
show again that RAFT-QMC outperforms Hadoop for both
one and two worker failures. However, we see that the runtime
difference between RAFT-QMC and Hadoop was decreased
with respect to Q2, because Q3 produces less intermediate
results than Q2. As a result, the reduce phase run faster and
thus a worker failure has less impact in performance.

TABLE II
OVERHEAD OF RAFT ALGORITHMS.

RAFT-LC RAFT-RC RAFT-QMC RAFT
Q1 7.0% 13.7% 3.3% 5.7%
Q2 6.3% 9.5% 4.3% 6.6%
Q3 6.5% 9.8% 4.7% 8.7%

G. RAFT: Putting Everything Together

We demonstrated in previous sections that, on average,
RAFT algorithms significantly outperform Hadoop. We now
evaluate how well they perform together, i.e. we evaluate our
RAFT prototype. For this, we introduce two bad records per
input split and kill only one worker as in Section VII-F.

Figure 4(e) illustrates these results for all three tasks. We
observe that RAFT outperforms Hadoop by 23% on average
for tasks Q2 and Q3, which are common tasks in practice.
Moreover, we observe that RAFT outperforms Hadoop by 10%
for Q1. As explained in Section VII-F, this is because Q1
is highly selective and thus RAFT produces few checkpoints.
One can imagine that the good performance of RAFT is mainly
due to the push model that RAFT uses. The results, however,
prove that this is not the case. We observe that Hadoop+Push
has about the same performance as Hadoop. This clearly
demonstrates the high efficiency of RAFT algorithms.

We then evaluate how well RAFT scales in terms of dataset
size. For fairness reasons — regarding Hadoop —, we ran
these experiments with no failures as Hadoop suffers from
tasks and worker failures. Figure 4(f) shows these scalability
results for Q1 — we do not present results for Q2 nor Q3,
because we did not observe any different behavior from the
results we present here. We observe that RAFT scales as
well as Hadoop, which emphasizes the scalability of RAFT.

RAFT Performance
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